Intel® Server System M70KLP Family
Frequently Asked Questions

1. What market need was Intel targeting with the 4-socket, 3rd Generation Intel® Xeon® Scalable processorbased servers (with 6 UPI)?
Intel identified a major opportunity to deliver improved performance, scalability and TCO for many workloads—from
scale-out and mainstream, to scale-up—with a reimagined 4-socket server.
Whereas traditional 4-socket servers provided great compute capacity and improved TCO, performance took a
significant hit any time one processor required resources (e.g., memory, etc.) paired with another processor. This was
due to traditional 4-socket servers only having a single UPI link between processors.
Thus, many customers chose 2-socket servers for most of their workload needs—trading off compute density for
performance—because 2-socket servers typically provide two UPI links between processors.
These new 4-socket 3rd Generation Intel® Xeon® Scalable processor-based servers include 6 UPI links—or 2 UPI links
between processors, like traditional 2-socket servers. Thus, you get 2x the I/O performance between processors versus
older 4-socket designs—with the 2x compute capacity and the improved TCO you expect from a 4-socket server versus
a 2-socket server.

2. How can the Intel® Server System M70KLP Family be ideal for both scale-up and scale-out workloads?
The simple answer: Density.
As a 2U, 4-socket server, supporting 3rd Generation Intel® Xeon® Scalable processors, the Intel® Server
System M70KLP Family packs up to 112 high-performance cores with up to 1.5 TB of DRAM per
processor.
That provides the capacity headroom necessary for performance-hungry and memory-bound scale-up workloads, such
as analytics, database and more. The platform also supports Intel® Optane™ persistent memory 200 series, enabling up
to 15 TB of system memory per server—in App Direct Mode. That provides enormous in-memory scalability for SAP
HANA and other workloads that support App Direct Mode.
The Intel® Server System M70KLP Family is also designed with 2-socket practicality
and versatility, because it doesn’t include many of the very expensive features found
in other 4-socket servers that are targeted specifically for niche, mission-critical
applications. It is purpose built for mainstream use cases.
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That makes it a great, high-performance, low-TCO choice for common, scale-out workloads that dominate the data
center, reducing sprawl, per-node licensing costs, and management and operating expenses.
In that regard, it can be thought of more as a 2-socket server with more performance density than a typical 2-socket
server.

3. What makes the Intel® Server System M70KLP Family different versus typical, niche 4-socket servers,
especially for scale-out applications?
Typically, 4-socket server deployments have been reserved for scale-up workloads, where per-node compute and
memory capacity are critical—or for mission-critical applications, where servers not only require high performance
capacity, but also many other expensive redundancies for maximum availability.
As discussed in the answer to FAQ #1 above, the Intel® Server System M70KLP Family is designed without the niche
features required by traditional, mission-critical servers.
And it’s important to realize that today’s modern cloud and software-defined infrastructures (SDI) resolve the availability
challenge with much more cost-effective software capabilities, rather than expensive hardware.
The software that orchestrates and automates resource provisioning in today’s virtualized cloud and SDI environments
continuously monitors all resources, and can quickly detect failures and provision and scale multiple instances of critical
workloads to maximize uptime on lower-cost servers. This self-healing infrastructure feature is a game-changer for
providing fast, cost-effective failover, disaster recovery and business continuity.
Doubling the UPI links per processor—from 3 to 6—is another game-changing feature that makes the Intel®
Server System M70KLP Family ideal for scale-out and scale-up workloads. This provides 2x UPI bandwidth between
processors.

mbines scale-up performance density with scale-out mainstream versatility.

Previously, most server processors were limited to two or three UPI links. When integrated
onto a 4-socket server, each processor was limited to a single UPI link between processors, and
sometimes required hops between processors (if only 2 UPI links) to access resources or data
across sockets. This resulted in a stiff performance penalty versus 2-socket architectures, where
all UPI links could be used to maximize throughput between both processors.
The Intel® Server System M70KLP features 3rd Gen Intel® Xeon® Scalable processors, which
include six UPI links per processor that deliver double the data throughput between processors,
greatly increasing performance, and mitigating the traditional 4-socket performance penalty.

Outstanding
density
A goodcompute
way to think
about this in a 4-socket server is that the more inter-processor throughput increases, typical
performance bottlenecks begin to disappear, and the closer the system gets to providing single processor-like
and performance

performance efficiency. Except in the case of a 4-socket server, you get the enormous benefit of more memory capacity,
PCIe lanes and other benefits.

4. If I’m a cloud service provider, what workloads make sense for the Intel® Server System M70KLP Family?
Cloud providers run a broad array of workloads and need to maximize cost efficiency
to be competitive.
Workload consolidation plays an enormous role in improving cost efficiency. Being
able to run more applications per server at the required performance SLAs can greatly
reduce costs and sprawl. Compute and memory are generally the resources that limit
consolidation as their capacity approaches overutilization.
The outstanding compute and memory density provided by the Intel® Server System M70KLP Family provides
additional headroom to maximize consolidation for today’s VM and container-based workloads.
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5. If I’m an enterprise user, what workloads make sense for the Intel® Server System M70KLP Family?
Enterprise workloads continue to become more diverse. And in today’s “do more with
less” IT world, the need for TCO-friendly scale-out and scale-up servers is becoming
increasingly important.
The Intel® Server System M70KLP Family sets a new standard for 2U, upper-end
mainstream servers by combining extraordinary density and versatility for both scaleup and scale-out workloads.
Featuring four 3rd Generation Intel® Xeon® Scalable processors with ultra-fast interprocessor I/O, these servers are equally at home running compute-intensive or
memory-intensive workloads, such as database, data warehouse, analytics, decision support and more—in the data
center or the cloud. They also enable greater VM and container consolidation to reduce footprint and TCO, making them
a great choice for hybrid cloud deployments.

6. Are there multiple configuration options for the Intel® Server System M70KLP Family?
The Intel® Server System M70KLP Family is customizable based on needs. For example, you can optimize your servers
for SAP HANA by integrating Intel® Optane™ persistent memory 200 series. Doing so enables you to expand available
memory up to 15 TB to process more data faster, and accelerate system restarts. You can configure these servers to
meet your compute, memory and storage requirements today, and scale as your future demands dictate.

7. Why does Intel offer a portfolio of server solutions?
Intel offers a variety of servers to handle all your data center and workload requirements. Combined, these servers can
run everything from entry-level tasks to your most compute-intensive and data-centric workloads.
And all Intel® Server Systems provide consistent, enterprise-grade server management across platforms to simplify
deployment, monitoring, updating and debugging.
The Intel® Server System M70KLP Family is the perfect fit for higher-end mainstream needs, redefining performance,
capacity and TCO for 2U servers—while delivering extraordinary versatility to run a wide array of scale-up and scale-out
workloads.

8. Why choose Intel® Server Systems?
Intel® Server Systems provide differentiating, end-to-end innovation across the platform—from the latest
generation Intel processors, to high-value memory, storage, networking and security features.
But choosing the right server is about more than just what’s inside. The service and support you’re getting
outside can be the difference when choosing the right infrastructure vendor.
Intel servers aren’t just packed with innovation—they all come with Intel’s highly rated, comprehensive
services and support package, delivering differentiating value to every stage of the server lifecycle—from
pre-purchase and deployment to operations, management and support.
You can take advantage of Intel’s proven support and service, including a 3-year warranty (optional
5-year) and global technical support. Valuable onsite support is also available through Intel® Premier
Support Partners.
Intel® Server Systems are also easy to deploy and operate, with comprehensive documentation for
integration, configuration and management.
Finally, Intel® Server Systems benefit from Intel’s vast ecosystem and partnerships with leading software
developers and vendors. Intel’s 15,000+ software engineers have optimized or helped to optimize leading
software operating environments, virtualization and container frameworks, AI and analytics frameworks,
and more to perform faster on Intel® technologies.
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Intel® technologies’ features and benefits depend on system configuration and may require enabled hardware, software or service activation. Performance varies depending on system configuration. No
product or component can be absolutely secure. Check with your system manufacturer or retailer or learn more at intel.com.
Intel, the Intel logo, and other Intel marks are trademarks of Intel Corporation or its subsidiaries. Other names and brands may be claimed as the property of others.
© Intel Corporation.

4

